
Article

The Code for Facial Identity in the Primate Brain
Graphical Abstract
Highlights
d Facial images can be linearly reconstructed using responses

of �200 face cells

d Face cells display flat tuning along dimensions orthogonal to

the axis being coded

d The axis model is more efficient, robust, and flexible than the

exemplar model

d Face patches ML/MF and AM carry complementary

information about faces
Chang & Tsao, 2017, Cell 169, 1013–1028
June 1, 2017 ª 2017 Elsevier Inc.
http://dx.doi.org/10.1016/j.cell.2017.05.011
Authors

Le Chang, Doris Y. Tsao

Correspondence
lechang@caltech.edu (L.C.),
dortsao@caltech.edu (D.Y.T.)

In Brief

Facial identity is encoded via a

remarkably simple neural code that relies

on the ability of neurons to distinguish

facial features along specific axes in face

space, disavowing the long-standing

assumption that single face cells encode

individual faces.

mailto:lechang@caltech.edu
mailto:dortsao@caltech.edu
http://dx.doi.org/10.1016/j.cell.2017.05.011
http://crossmark.crossref.org/dialog/?doi=10.1016/j.cell.2017.05.011&domain=pdf


Article
The Code for Facial Identity in the Primate Brain
Le Chang1,* and Doris Y. Tsao1,2,3,*
1Division of Biology and Biological Engineering, Computation and Neural Systems, Caltech, Pasadena, CA 91125, USA
2Howard Hughes Medical Institute, Pasadena, CA 91125, USA
3Lead Contact
*Correspondence: lechang@caltech.edu (L.C.), dortsao@caltech.edu (D.Y.T.)

http://dx.doi.org/10.1016/j.cell.2017.05.011
SUMMARY

Primates recognize complex objects such as faces
with remarkable speed and reliability. Here, we reveal
the brain’s code for facial identity. Experiments in
macaques demonstrate an extraordinarily simple
transformation between faces and responses of cells
in face patches. By formatting faces as points in a
high-dimensional linear space, we discovered that
each face cell’s firing rate is proportional to the pro-
jection of an incoming face stimulus onto a single
axis in this space, allowing a face cell ensemble to
encode the location of any face in the space. Using
this code, we could precisely decode faces fromneu-
ral population responses and predict neural firing
rates to faces. Furthermore, this code disavows the
long-standing assumption that face cells encode
specific facial identities, confirmed by engineering
faces with drastically different appearance that eli-
cited identical responses in single face cells. Our
work suggests that other objects could be encoded
by analogous metric coordinate systems.

INTRODUCTION

A central challenge of visual neuroscience is to understand how

the brain represents the identity of a complex object. This pro-

cess is thought to happen in inferotemporal (IT) cortex, where

neurons carry information about high-level object identity, with

invariance to various transformations that do not affect identity

(Brincat and Connor, 2004; Ito et al., 1995; Majaj et al., 2015).

However, despite decades of research on the response proper-

ties of IT neurons, the precise code for object identity used by

single IT neurons remains unknown: typically, neurons respond

to a broad range of stimuli, and the principles governing the

set of effective stimuli are not understood. Ideally, if we had a

full understanding of IT cortex, then we would be able to decode

the precise object presented from IT population responses and

conversely predict IT responses to an arbitrary object. Due to

themany layers of computation between the retina and IT cortex,

it has been suggested that a simple, explicit model of IT cells

may be impossible to achieve (Yamins et al., 2014).

Here, we sought to construct an explicit model of face-selec-

tive cells that would allow us to both decode an arbitrary realistic

face from face cell responses and predict the firing of cells in
response to an arbitrary realistic face. Studying face coding

has two unique advantages. First, the macaque face patch sys-

tem, a set of regions strongly selective for faces in fMRI experi-

ments, provides a powerful experimental model to dissect the

mechanism for face representation, since these regions contain

high concentrations of face-selective cells (Tsao et al., 2006) and

appear to perform distinct steps in face representation (Freiwald

and Tsao, 2010). Second, the homogeneity of faces as a stimulus

class permits arbitrary faces to be represented by relatively small

sets of numbers describing coordinates within a ‘‘face space’’

(Beymer and Poggio, 1996; Blanz and Vetter, 1999; Edwards

et al., 1998), facilitating systematic exploration of the full geom-

etry of neuronal tuning.

To explore the geometry of tuning of high-level sensory neu-

rons in a high-dimensional space, we recorded responses of

cells in face patches middle lateral (ML)/middle fundus (MF)

and anterior medial (AM) to a large set of realistic faces parame-

terized by 50 dimensions. We chose to record in ML/MF and AM

because previous functional (Freiwald and Tsao, 2010) and

anatomical (Grimaldi et al., 2016; S. Moeller et al., 2008, Soc.

Neurosci., abstract) experiments have demonstrated a hierarchi-

cal relationship between ML/MF and AM and suggest that AM is

the final output stage of IT face processing. In particular, a pop-

ulation of sparse cells has been found in AM, which appear to

encode exemplars for specific individuals, as they respond to

faces of only a few specific individuals, regardless of head orien-

tation (Freiwald and Tsao, 2010). These cells encode the most

explicit concept of facial identity across the entire face patch

system, and understanding them seems crucial for gaining a

full understanding of the neural code for faces in IT cortex.

Our data reveal a remarkably simple code for facial identity in

face patches ML/MF and AM that can be used to both precisely

decode realistic face images from population responses and

accurately predict neural firing rates. Single cells in both ML/

MF and AM are essentially projecting incoming faces, repre-

sented as vectors in face space, onto specific axes. A prediction

of this model is that each cell should have a linear null space,

orthogonal to the preferred axis, in which all faces elicit the

same response. We confirm this prediction, even for sparse

AM cells that had previously been assumed to explicitly code ex-

emplars of specific identities.

RESULTS

Recording Procedure and Stimulus Generation
We first localized six face patches in two monkeys with fMRI by

presenting a face localizer stimulus set containing images of
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faces and non-face objects (Moeller et al., 2008; Tsao et al.,

2003, 2008). Middle face patches MF, ML, and anterior patch

AM were targeted for electrophysiological recordings (Tsao

et al., 2006) (Figure S1A). Well-isolated single units were re-

corded while presenting 16 real faces and 80 non-face objects

(same stimuli as in Tsao et al., 2006). Units selective for faces

were selected for further recordings (Figures S1B and S1C;

see STAR Methods).

To investigate face representation in face patches, we gener-

ated parameterized realistic face stimuli using the ‘‘active appear-

ance model’’ (Cootes et al., 2001; Edwards et al., 1998): for each

of 200 frontal faces from an online face database (FEI face data-

base; seeSTARMethods:Generationofparameterized face stim-

uli), a set of landmarks were labeled by hand (Figure 1A, left). The

positions of these points carry information about the shape of the

face and the shape/position of internal features (Figure 1A, mid-

dle). Then the landmarks were smoothly morphed to a standard

template (average shape of landmarks); the resulting image (Fig-

ure 1A, right) carries shape-free appearance information. In this

way,weextracteda setof 200shapedescriptors and200appear-

ance descriptors. To construct a realistic face space, we per-

formed principal components analysis (PCA) on the shape and

appearance descriptors separately, to extract the feature dimen-

sions that accounted for the largest variability in the database, re-

taining the first 25 PCs for shape and first 25 PCs for appearance

(Figures 1B and S2A). This results in a 50-dimensional (50-d) face

space, where every point represents a face, obtained by starting

with the average face, first adding the appearance transform and

then applying the shape transform to the landmarks; reconstruc-

tions of faces from the original dataset within this 50-d space

strongly resemble the original faces (Figure S2B). Most of the di-

mensions were ‘‘holistic,’’ involving changes in multiple parts of

the face; for example, the first shape dimension involved changes

inhairline, facewidth, andheight of eyes.MovieS1showsamovie

of a faceundergoingchangesonly in shapeparametersanda face

undergoing changes only in appearance parameters.

To generate stimuli for our recordings, we randomly drew

2,000 faces from this face space (Figure 1C). Projections of
Figure 1. Complementary Representation of Facial Features by AM an

(A–C) Generation of parameterized face stimuli. (A) 58 landmark points were lab

image shown on left). The positions of these landmarks carry shape information

match the average landmark positions in the 200 faces, generating an image car

performed to extract the feature dimensions that account for the largest variability

(B2) are shown. (C) Example face stimuli generated by randomly drawing from a f

(D) Spike-triggered average of a face-selective neuron from anterior face patch A

appearance dimensions. The facial image corresponding to the STA is shown in

(E) Vector length of the STA for the 25 appearance dimensions is plotted agains

patches ML/MF (blue) and anterior face patch AM (red).

(F) Distribution of shape preference indices, quantified as the contrast between th

indicate the average of each population (p = 10�25, Student’s t test).

(G) Reliability of the estimated population average of shape preference index for M

lines indicate 95% confidence intervals.

(H) Number of significantly tuned cells (p < 0.01 by shift predictor, see STAR Me

(I) Response of a neuron in AM is plotted against distance between the stimulus

(J) Responses of ML/MF (left) and AM (right) neurons as a function of the distance

98% of the stimuli.

(K) Neuronal responses as a function of the feature value for the first shape dim

(p < 0.01 by shift predictor).

See also Figures S1 and S2.
real faces onto the 50 axes were largely Gaussian, and the

2,000 faces shared a similar distribution of vector lengths as

the real faces (Figure S2C). Face stimuli were presented for

150 ms (ON period) interleaved by a gray screen for 150 ms

(OFF period), and the same set of 2,000 stimuli were presented

to each cell from three to five times each. We recorded 205 cells

in total from twomonkeys: 51 cells fromML/MF and 64 cells from

AM for monkey 1; 55 cells fromML/MF, and 35 cells from AM for

monkey 2.

Face Patches ML/MF and AM Carry Complementary
Information about Facial Features
To quantify neuronal tuning to the 50 dimensions of the face

space, responses of each neuron were first used to calculate a

‘‘spike-triggered average’’ (STA) stimulus (Schwartz et al.,

2006), i.e., the average stimulus that triggered the neuron to

fire (Figure 1D). On average, each cell was significantly tuned

along 6.1 feature dimensions (covering the range [0 17] with

SD = 3.8). We next compared the relative sensitivity to shape

or appearance for each neuron: a ‘‘shape preference index’’

was computed based on the vector length of the STA for shape

versus appearance dimensions. We found that most ML/MF

cells showed stronger tuning to shape dimensions than to

appearance dimensions, while AM cells showed the opposite

trend (Figures 1E–1H). The shape preference indices computed

with subsets of stimuli were highly correlated (split halves

approach, correlation = 0.89 ± 0.07, n = 205 cells, see STAR

Methods); hence, this distinction between preferred axes in

ML/MF and AM is real (Figure 1G). Furthermore, this distinction

is completely consistent with previous studies showing that

ML/MF cells are tuned to specific face views, while AM cells

code view-invariant identity (Freiwald and Tsao, 2010). Changes

in identity would produce changes in appearance dimensions,

and changes in view (within a limited range away from frontal)

would be accounted for by changes in shape dimensions. Impor-

tantly, because shape dimensions encompass a much larger set

of transformations than just view changes, the tuning of AM cells

to appearance dimensions indicates invariance to a much larger
d ML/MF Populations

eled on 200 facial images from a face database (FEI face database; example

about each facial image (middle). The landmarks were smoothly morphed to

rying shape-free appearance information about each face (right). (B) PCA was

in the database. The first principal component for shape (B1) and appearance

ace space constructed by the first 25 shape PCs and first 25 appearance PCs.

M. The first 25 points represent shape dimensions, and the next 25 represent

the inset.

t that for the 25 shape dimensions for all the cells recorded from middle face

e vector length of shape and appearance STA for ML/MF and AM cells. Arrows

L/MF and AM (n = 200 iterations of random sampling with replacement). Dash

thods) for each of 50 dimensions for ML/MF and AM cells in both monkeys.

and the average face along the STA axis. Error bars represent SE.

along STA dimension. The abscissa is rescaled so that the range [–1,1] covers

ension (top) and first appearance dimension (bottom) for all significant cells
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Figure 2. Decoding Facial Features Using Linear Regression

(A) Diagram illustrating decoding model. To construct and test the model, we used responses of AM (n = 99) and ML/MF (n = 106) cells to 2,000 faces. Population

responses to 1,999 faces were used to determine the transformation from responses to feature values by linear regression, and then the feature values of the

remaining image were predicted.

(B) Model predictions using AM data are plotted against actual feature values for the first appearance dimension (26th dimension).

(C) Percentage explained variances for all 50 dimensions using linear regression based on responses of three different neuronal populations: 106 ML/MF cells

(blue); 99 AM cells (red); 205 cells combined (black).

(D) Decoding accuracy as a function of the number of faces randomly drawn from the stimulus set for three different models (see STARMethods). For eachmodel,

different sets of features were first linearly decoded from population responses, and then Euclidean distances between decoded and actual features in each

feature space were computed to determine decoding accuracy. The three sets of features are: 50-d features of active appearance model; 25-d shape features;

25-d appearance features. Shaded region indicates SD estimated using bootstrapping.
set of transformations in articulated shape than just view

changes, consistent with the invariance of face recognition

behavior to many transformations beyond view changes, such

as severe distortion in face aspect ratio (Sinha et al., 2006) .

Next, we explored the shape of tuning to shape/appearance

dimensions by ML/MF and AM neurons. When responses of an

example AM neuron were grouped according to the distance

between the stimulus and the average face (i.e., the face at

the origin of the face space) along the STA axis in the 50-d

face space, we saw ramp-like tuning, with maximum and

minimum responses occurring at extreme feature values (Fig-

ure 1I). Such ramp-like tuning was consistently observed along

the STA dimension across the population for both AM and ML/

MF (Figure 1J) and was also clear for individual dimensions

(Figure 1K).

Decoding Facial Features Using Linear Regression
If a face cell has ramp-shaped tuning to different features, this

means that its response can be roughly approximated by a linear

combination of the facial features, with theweighting coefficients
1016 Cell 169, 1013–1028, June 1, 2017
given by the slopes of the ramp-shaped tuning functions. For a

population of neurons, R
!

=S,F
!

+ C
!
, where R

!
is the vector of re-

sponses of different neurons, S is the matrix of weighting coeffi-

cients for different neurons, F
!

is the 50-d vector of face feature

values, and C
!

is the offset vector. If this is true, then by simply

inverting this equation, we should be able to linearly decode

the facial features from the population response (Cowen et al.,

2014; Kay et al., 2008; Nestor et al., 2016). To attempt this, we

took advantage of the fact that we always presented the same

set of 2,000 stimuli to the monkey and used a leave-one-out

approach to train and test our model. We determined the trans-

formation from responses to feature valueswith linear regression

using population responses of face cells in a time window from

50 to 300 ms after stimulus onset to 1,999 faces and then pre-

dicted the feature value of the remaining image (Figure 2A).

Note that, for this decoding procedure, we used cells recorded

sequentially; if the brain were to use a similar decoding

approach, it would be using neurons firing simultaneously.

We found this simple linearmodel could predict single features

very well (Figure 2B).We used percentage variance of the feature
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Figure 3. Reconstruction of Facial Images Using Linear Regression

(A) Using facial features decoded by linear regression in Figure 2, facial images could be reconstructed. Predicted faces by three neuronal populations and the

corresponding actual stimuli presented in the experiment are shown.

(B) Decoding accuracy as function of number of faces, using a Euclidean distance model (black solid line). Decoding accuracy based on two alternative models,

nearest neighbor in the space of population response (gray dashed line, see STAR Methods) and average of nearest 50 neighbors (gray solid line), were much

lower. The black dashed line represents chance level. Results based on three neuronal populations are shown separately (black solid lines for ML/MF and AM are

the same as the black solid lines for corresponding patches in Figure 2D, except here they are not shown with variability estimated by bootstrapping). In the left

panel, boxes and error bars represent mean and SEM of subjective (human-based) decoding accuracy based on 78 human participants (see STAR Methods:

Human psychophysics).

(C) Decoding accuracy for 40 faces plotted against different numbers of cells randomly drawn from three populations (black, all; blue, ML/MF; red, AM). Error bar

represents SD.
values explained by the linear model to quantify the decoding

quality. Overall, the decoding quality for appearance features

was better than that for shape features for AM neurons, while

the opposite was true for ML/MF neurons (Figures 2C and 2D),

consistent with our analysis using STA (Figure 1F). By combining

the predicted feature values across all 50 dimensions, we could
reconstruct the face that the monkey saw. Examples of the re-

constructed faces are shown in Figure 3A next to the actual

faces, using ML/MF data, AM data, and combined data from

both patches. The reconstructions using AM data strongly

resemble the actual faces themonkey saw, and the resemblance

was further improved by adding ML/MF data.
Cell 169, 1013–1028, June 1, 2017 1017
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To quantify the overall decoding accuracy of our model, we

randomly selected a number of faces from the stimulus set and

compared their actual 50-d feature vectors to the reconstructed

feature vector of one face in the set using Euclidean distance.

The decoding accuracy decayed with increasing number of

faces but was �75% with 40 faces when all cells were pooled

together (Figure 3B, black solid line), which is much higher

than chance level (Figure 3B black dashed line). Furthermore,

when the number of cells was equalized, decoding accuracy

rose fastest for the combined population compared to ML/MF

and AM populations alone (Figure 3C, for n = 99 cells, p < 0.01

when comparing combined population with AM; p < 0.005

when comparing combined population with ML/MF, estimated

by 1,000 iterations of random sampling with replacement, see

STAR Methods), consistent with the two regions carrying com-

plementary information about shape and appearance. We also

determined the accuracy of decoding by measuring the subjec-

tive similarity between the reconstructions and actual faces

using human psychophysics and found that human subjects

were significantly more likely to match the reconstructed with

the actual face, compared to a highly similar distractor (see

STAR Methods: Human psychophysics). The fact that we can
Figure 4. AM Neurons Display Almost Flat Tuning along Axes Orthogo

(A) For each neuron in AM, the STA was first computed, and then 2,000 rando

appearance features. Tuning functions along 300 axes accounting for the large

ða$e�ðx2=s2Þ + cÞ. The center of the fit ða+ cÞwas used to normalize the average tun

(B) Same as (A), but for two control models. (B1) Each simulated cell corresponds

features (exemplar face), and its response to an arbitrary face is a decreasing

exemplar in the 25-d feature space. (B2) Each simulated cell corresponds to 81 tr

similarity of this image to any of the transforms (defined as a decreasing linear

the maximum value across all 81 transforms was set as the response of the cell. F

of the AM neurons on noise level and sparseness (for details, see STARMethods,

(C) Responses of an AM neuron to 25 parameterized faces. Firing rate was avera

the right.

(D) Responses of the cell in (C) to different faces are color coded and plotted in

appearance feature space accounting for the largest variability in the features. A

(E) Same as (D), but for a non-sparse AM cell.

(F) For each cell in AM or twomodels, tuning along orthogonal axes was first fitted

and the center ða+ cÞ and was computed and plotted against the sparseness of th

to sparseness ð= ðPN
i =1Ri=NÞ2=ð

PN
i = 1R

2
i =NÞÞ. Solid and open circles indicate dat

each subgroup. The difference between AM neurons and two models was signifi

(G) Two models were used to fit face cells’ responses to parameterized face stim

face space; (2) an ‘‘exemplar’’ model where distance from one of the 2,000 faces

space was restricted to be smaller than twice the average length of real faces). T

polynomial) to generate a predicted response. Each parameter of the model was

predicted and actual firing rate. To obtain high-quality responses, we repeated 10

the 100 faces to validate the model derived from the 1,900 faces.

(H) Predicted versus actual responses for one example cell using an axis model.

(I) Comparison of fitting quality by two models for 32 cells. An axis model provide

model (mean = 41.7%, p < 0.001, paired t test).

(J) Different trials of responses to 100 stimuli were randomly split into two halves, a

other half. Percentage variances explained, after Spearman-Brown correction (m

(K) A convolutional neural net was trained to perform view-invariant face identifica

of CNN and were used to linearly fit responses of face cells. Mean explained varia

axis model. The fit quality by CNN units was much lower (mean = 30.2%, p < 0.01

explained variance will be further reduced (to 26.5% for the case of 100 units an

(L) Neuronal responses were fitted by a different ‘‘axis’’ model using ‘‘Eigenface’’

PCA was performed on the original image intensities of 2,000 faces and the first

same as shown in (G). The fit quality by ‘‘Eigenface’’ model wasmuch lower (mean

quality (mean = 31.1%), while using 200 PCs led to overfitting (mean = 22.8%).

See also Figures S3, S4, S5, and S7.
accurately decode the identity of real faces from population re-

sponses in ML/MF and AM shows that we have satisfied one

essential test of a full understanding of the brain’s code for

face identity.

Shape of Tuning along Axes Orthogonal to the STA
The model used for decoding assumes that face patch neurons

are linearly combining different features (‘‘axis model’’). While

simple, this code is inconsistent with prevailing notions of the

function of IT cells, in particular, sparse AM cells. Many models

of object recognition assume an exemplar-based representation

(Riesenhuber and Poggio, 1999; Valentine, 1991) (Figure 4G,

right), in which object recognition is mediated by units tuned to

exemplars of specific objects that need to be recognized. Early

studies attempting to find the ‘‘optimal object’’ for IT cells

assumed such an exemplar-based model (Tanaka, 1996).

More direct support for an exemplar-based model comes from

recordings in face patch AM, where a subset of cells have

been found to respond extremely sparsely to only a few identi-

ties, invariant to head orientation (e.g., see Figure 1 in Freiwald

and Tsao, 2010 and Movie S2). These cells have been hypothe-

sized to code exemplars of specific individuals, analogous to the
nal to the STA in Face Space

m axes were selected and orthogonalized to the STA in the 25-d space of

st variability in the stimuli were averaged and fitted with a Gaussian function

ing function. Red dots and error bars represent mean and SD of the population.

to one of the 200 real faces projected onto the 25-d face space of appearance

linear function of the Euclidean distance between the arbitrary face and the

ansforms of a single identity (nine views*nine positions). For a given image, the

function of pixel level distance between the two images) was computed and

or fairness of comparison, the response of each model cell was matched to one

comparison of sparseness between neurons and models is shown in the inset).

ged with 25-ms bins. The three stimuli evoking strong responses are shown on

the 2-D space spanned by the STA axis and the axis orthogonal to STA in the

rrows indicate three faces in (C).

with a Gaussian function, and the ratio between the fit at 0.67 ða,e�ð0:672=s2Þ +cÞ
e cell. Cells in each population were further divided into three groups according

a from two different monkeys. Boxes and error bars represent mean and SE of

cant for all three sparseness levels (p < 0.001, Student’s t test).

uli: (1) an ‘‘axis’’ model where every face was projected onto an axis in the 50-d

to an exemplar face was computed (the length of the exemplar face in the 50-d

he projection or distance was then passed through a nonlinearity (a third-order

adjusted using gradient descent to minimize the Euclidean distance between

0 faces more frequently than the remaining 1,900 faces and used responses to

The model explained 68% of variance in the responses.

s significantly better fits to actual responses (mean = 56.9%) than an exemplar

nd the average response across half of the trials was used to predict that of the

ean = 71.1%), are plotted against that of the axis model.

tion (Figure S7). 52 units were randomly selected from 500 units in the final layer

nce across 100 repetitions of random sampling was plotted against that of the

) than the axis model. Using more units will lead to overfitting, and the validated

d 17.7% for 200 units).

features as the dimensions of the face space (Figure S2G; see STARMethods).

50 PCs were treated as the input to the axis model. Fitting procedure was the

= 29.9%, p < 0.001) than the axismodel. Using 100 PCs slightly increased the fit
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‘‘Jennifer Aniston’’ cells recorded in human hippocampus that

respond to images, letter strings, and vocalizations of one spe-

cific individual (Quiroga et al., 2005). If AM cells are in fact linearly

combining different features, then geometrically what an AM cell

is doing is simply taking a dot product between an incoming face

and a specific direction in face space defined by the cell’s STA

(Figure 4A, inset). If this is true, then each cell should have a

null space within which the response of the cell does not change.

This null space is simply the plane orthogonal to the STA, since

adding a vector in this plane will not change the value of projec-

tion onto the STA. In contrast, if AM cells are coding exemplars of

specific individuals, then the response to an incoming face

should be a decreasing function of distance of the face to the

exemplar face (Riesenhuber and Poggio, 1999; Valentine, 1991).

To decide whether a cell is coding an exemplar or an axis, the

critical question is, what is the shape of tuning along axes in the

plane orthogonal to the STA axis? If this plane constitutes a ‘‘null

space’’ in which all faces elicit the same response, this would be

indicative of axis coding. Alternatively, if there is Gaussian tuning

along axes within this plane, this would be indicative of exemplar

coding. To distinguish between these two possibilities, we quan-

tified tuning of AM cells along axes orthogonal to the STA in 25-d

appearance feature space (Figure 4A); we purposely excluded

the 25-d shape feature space to avoid the possibility of shape

invariance giving rise to flat tuning along the orthogonal dimen-

sion. To obtain better signal quality, we averaged tuning along

multiple axes that accounted for the largest variability of the

stimuli (see STAR Methods; the results also hold true for single

axes, see Figure S3). Surprisingly, the tuning of AM neurons

was largely flat along orthogonal axes and showed no clear

bias for Gaussian nonlinearity.

To quantitatively confirm the flatness, we compared the result

with several models (Figures 4B and S3B–S3D). The first model

defined, for each AM cell recorded, a counterpart model ‘‘exem-

plar’’ cell that fired maximally to a specific exemplar face, and

whose firing rate decayed linearly as a function of the distance

between an incoming face and the exemplar face. We chose

the exemplar face by projecting one of the 200 real faces in the

original FEI database to the 25-d appearance feature space.

The sparseness and noise of the model units were set equal to

those of the actual units. As expected, the model units displayed

clear bell-shaped tuning along orthogonal axes (Figure 4B1). In a

second exemplar model, we implemented view invariance by a

conventional max-pooling operation: each unit contained a set

of templates corresponding to different views and positions of

the same identity, and the response of the unit to one face was

the maximum of the similarities between this face and each tem-

plate (similarity was defined as a decreasing linear function of

mean absolute pixel difference between two images). Thismodel

also demonstrated a clear bell-shaped nonlinearity (Figure 4B2).

Onemight worry that the flat tuning we observed in the orthog-

onal plane was due to contribution from dimensions that did not

modulate any cells in the population; analysis of responses

restricted to the actual face space spanned by the STAs of AM

neurons shows that this is not the case (Figures S4A–S4H).

Another concern is that cells may encode exemplars using an

ellipsoidal distance metric, such that tuning is broader along

some dimensions than others; analysis of model exemplar units
1020 Cell 169, 1013–1028, June 1, 2017
explicitly endowed with non-circular aspect ratio rule out this

possibility (Figures S4I–S4L).

A further potential confounding factor is adaptation: cells in IT

cortex have been reported to suppress their responses more

strongly for more frequent feature values (Vogels, 2016). Our

stimuli were Gaussian distributed along each axis; as a result,

faces closer to the average appeared more frequently. To rule

out the possibility that our findings are specific to our stimulus

conditions, we examined the extent of adaptation in the

recorded cells by regrouping the responses based on the pre-

ceding stimuli. We first examined how tuning along the STA

dimension is affected by the preceding stimuli. The responses

of each cell were regrouped according to the distance between

the immediately preceding stimulus and the average face along

the STA dimension, into a far group (33% largest distances) and

a near group (33% smallest distances). If adaptation plays an

important role, one would expect to see a clear difference in tun-

ing between the two groups (for example, one might expect the

center of the tuning function to be more suppressed for the

‘‘near’’ group than the ‘‘far’’ group). However, we observed no

difference in tuning between the two groups (Figures S5A–

S5D). Similar to results along the STA dimension, we found

adaptation played little role in reshaping tuning along orthogonal

axes (Figures S5E–S5H).

The results so far suggest that AM cells are encoding specific

axes rather than exemplars. How can we reconcile this finding

with the existence of sparse, view-invariant AM cells selective

for specific exemplars? To address this, we examined the shape

of tuning of AM cells as a function of sparseness. We found that,

for our parameterized stimuli, some AM neurons also responded

sparsely (Figure 4C shows one example). However, when we

looked at tuning of these sparse neurons in a 2-d space spanned

by the STA and an orthogonal axis, they showed a drastic nonlin-

earity along the STA but nearly no tuning along the orthogonal

axis (Figure 4D shows one example; for comparison, Figure 4E

shows the response of a non-sparse cell). When we plotted the

level of nonlinearity along the orthogonal axis against sparse-

ness, we found AM neurons were less tuned than the two control

models, regardless of the sparseness of responses (Figures 4F

and S3E–S3H). Furthermore, the lack of tuning along the orthog-

onal axis provides a simple explanation for the mystery of why

some AM cells, even super sparse ones, respond to several

faces bearing no obvious resemblance to each other: these

faces are ‘‘metameric’’ because they differ by a large vector lying

in the cell’s null space (arrows in Figure 4D).

We repeated the above analyses for cells in ML/MF and found

that ML/MF cells were also tuned to single axes defined by the

STA, showing flat tuning in the hyperplane orthogonal to the

STA (Figures S4M and S4N). Thus, the fundamental difference

between ML/MF and AM lies in the axes being encoded (shape

versus shape-free appearance), not in the coding scheme.

A full model of face processing should allow both encoding

and decoding of neural responses to arbitrary faces. How well

does the axis model predict firing rates of cells to real faces?

To address this, we fit responses of face cells to two models,

an axis model and an exemplar model (Figure 4G). In the

axis model, we assumed that the cell is simply taking the

dot product between an incoming face (described in terms of



A

D1

D3

D2

D4

B C

E1

E2

(legend on next page)

Cell 169, 1013–1028, June 1, 2017 1021



a 50-d shape-appearance vector) and a specific axis and then

passing the result through a nonlinearity. In the exemplar model,

we assumed the cell is computing the Euclidean distance be-

tween the face and a specific exemplar face and then passing

the result through a nonlinearity. The nonlinearity allows us to ac-

count for nonlinear tuning along the STA. We fit the two models

on responses to a set of 1,900 faces and then tested on re-

sponses to a different set of 100 faces. To obtain high signal

quality, the 100 faces were repeated ten times more frequently

than the rest of the 1,900 faces. We found that the axis model

could explain up to 57% of the variance of the response, outper-

forming the exemplar model bymore than 15%of explained vari-

ance (Figures 4H and 4I). We compared this to the noise ceiling

of the cells estimated by using the mean response on half of the

trials to predict the mean on the other half, which yielded 72%

explained variance after Spearman-Brown correction (Figure 4J).

The ratio between variances explained by the axis model and

that by data is 80.0%, which is much higher than previously

achieved (48.5%) (Yamins et al., 2014). We also trained a five-

layer convolutional neural network (CNN) to perform invariant

face identification and then linearly regressed activity of AM cells

on the activity of the output neurons of this network, analogous

to a previous study using output units of a CNN trained on

invariant object recognition to model IT responses (Yamins

et al., 2014). We found this could explain 30% variance (42.5%

of noise ceiling) (Figure 4K), significantly lower than the

performance of the axis model, and comparable to results of

the previous study (48.5% of noise ceiling). Furthermore, we

compared the axis model with a well-known face model: the

‘‘Eigenface’’ model (Sirovich and Kirby, 1987; Turk and Pentland,

1991), which computes principal components of the original im-

ages rather than shape or appearance representations (STAR

Methods, see also Figure S2G). In this case, 50 ‘‘Eigenface’’ fea-

tures were used as the axes of the model. We found that the

‘‘Eigenface’’ model could explain 31% variance (Figure 4L),

significantly lower than that of the axis model. This suggests

the correct choice of face space axes is critical for achieving a

simple explanation of face cells’ responses.

So far, all of our results point to a model of face cells as linear

projection machines. While simple, this model is also surprising

because it means face cells are performing a rather abstract

mathematical computation. We next performed a strong test of

this model: (1) we computed, online during the recording, the

STA of a cell, (2) we used the STA to engineer a set of predicted
Figure 5. Responses of AM Cells to Faces Specifically Engineered for

(A) Experimental procedure. After recording the responses of a face cell to 2,000 p

extracted. Facial features were evenly sampled along each axis, and a facial im

thesized images were presented to the monkey, and responses of the same face

(B) The responses of an AM cell to 144 faces evenly sampled from the 2-d space

synthesized specifically for this cell, are color coded and plotted (Figure 5A show

[–1.2 �0.6 0 0.6 1.2]).

(C) The responses of the cell in (B) are plotted against the distance along the ST

(D) Responses of four more example cells are color coded and plotted. Faces a

periphery. The face at (0,0) is the same for all cells and shown in Figure 5A.

(E) (E1) Responses of 22 cells are plotted against the corresponding STA axes (red

144 images was normalized to 1. (E2) The SDs of the projected responses along t

the latter normalized to 1. On average, the tuning along the orthogonal axes is 8.5%

t test, p = 2*10�34). Boxes and error bars represents mean and SEM.
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face metamers for the cell (i.e., faces lying in the plane orthog-

onal to the STA), and (3) we measured responses of the cell to

these face metamers. Specifically, we presented faces evenly

sampled from a 2-d space spanned by the STA axis and the prin-

cipal orthogonal axis (Figure 5A, STARMethods) while recording

from the same cell in which the STA was measured. We found

that, as predicted, face cells showed strong tuning only along

the STA axis, with nearly identical responses to faces varied

along orthogonal axes (Figures 5B–5E).

The Axis Coding Model Is Tolerant to View Changes
A prominent feature of face patch AM is view invariance: AM

neurons respond selectively to images of individual identities in-

dependent of head orientation (Freiwald and Tsao, 2010). How-

ever, it is unknown what mechanism cells use to compute view

invariance. How do cells recognize the same person from a fron-

tal or profile view? Are they picking out a subset of features that

are common between frontal and profile views? If so, what are

these features? To address these questions, we generated a

50-d full-profile face space with feature dimensions conjugate

to PCs of frontal faces in our main stimulus set (compare Fig-

ure S2E to Figure S2A). We recorded responses from 46 cells

in AM to profile face stimuli drawn from this profile face space

(randomly interleaved with the 2,000 frontal faces in our original

stimulus set). We found that frontal and profile STAs were highly

correlated across cells for appearance dimensions (Figures 6B–

6D). Furthermore, cells showed ramp-shaped tuning to profile

face dimensions just as they did for frontal face dimensions (Fig-

ure 6E). Finally, view invariance (quantified by the correlation be-

tween frontal and profile STAs across dimensions) was stronger

for appearance-biased cells than shape-biased cells (Figure 6F).

Overall, these findings indicate that AM cells are projecting pro-

file and frontal faces onto corresponding appearance axes within

profile and frontal face spaces, respectively.

The high correlation in tuning to appearance parameters of

profile and frontal faces (Figures 6B–6D) suggests that we should

be able to decode faces independent of head orientation from

AM cell activity. We next decoded feature values of both profile

and frontal faces using linear regression on population re-

sponses, analogous to Figures 2 and 3. Importantly, for each

cell, we used the exact same 51 model parameters to fit re-

sponses to both frontal and profile faces (rather than 51 model

parameters for frontal faces and 51 different parameters for

profile faces), motivated by the high correlation in tuning to
Each Cell Confirms the Axis Model

arameterized face stimuli, the STA axis and the principal orthogonal axis were

age was synthesized for each pair of features (see STAR Methods). The syn-

cell were recorded.

spanned by the STA axis and principal orthogonal axis (cf. Figures 4D and 4E),

s a subset of the faces presented to this cell, spanning [–1.2 �0.6 0 0.6 1.2] 3

A axis and two orthogonal axes.

t (�1,–1), (�1,0), (�1,1), (0,–1), (0,1), (1,1), (1,0), and (1,–1) are shown on the

) and principal orthogonal axes (black). For each cell, the average response to

he orthogonal axes (black in E1) are compared to the STA axes (red in E1), with

of the tuning along the STA axis, and significantly smaller than 1 (one-sample
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Figure 6. The Axis Coding Model Is View Tolerant
(A) To explore how our model could be extended to other views besides frontal, parameterized faces of right profiles were generated whose main dimensions

were conjugate to those of the 2,000 frontal faces (see STAR Methods). The first PCs for shape features and appearance features of the profile face space are

shown (for more PCs, see Figure S2E).

(B) Spike-triggered average computed using 2,000 frontal stimuli (black) and 2,000 profile stimuli (red) for an example cell in AM.

(C) Correlation between profile STA and frontal STA on one single feature dimension (first appearance dimension) across n = 46 AM neurons. Solid and open

circles indicate data from two different monkeys.

(D) STA correlation across cells for all 50 dimensions. Shaded regions indicate 99% confidence intervals of randomly shuffled data.

(E) Response of the neuron in (B) is plotted against distances between the stimuli and the average face along the STA axis for frontal and profile stimuli. The

distance was rescaled so that STA corresponds to 1. Error bars represent SE.

(F) The relationship between face view invariance and feature preference for frontal images across cells. Face-view invariance is quantified as the correlation

between frontal and profile STA across 50 dimensions for each neuron. The black line indicates linear fit of the data.

(legend continued on next page)
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appearance parameters of profile and frontal faces (Figures 6B–

6D). We found we could predict profile faces quite well despite

only using 46 cells (Figures 6G and 6H). To quantify decoding

accuracy, we carried out the same analysis as in Figure 3B sepa-

rately for frontal and profile faces (but using the same model for

both). We could identify both frontal and profile faces well above

chance (Figure 6I). Overall, these results show that a simple

model (namely, linear projection onto a single appearance STA

axis) can account for responses of AM cells to facial images

across different views.

Computational Advantages of an Axis Metric over a
Distance Metric
Why do ML/MF and AM choose linear projection onto face axes

to represent faces? Previous studies have argued that nonlinear

mixing of responses to different task variables in a complex task

is necessary to generate a high dimensional representation that

can then be flexibly read out along multiple dimensions through

linear classifiers (Rigotti et al., 2013). In the case of face repre-

sentation, however, the space is already inherently high dimen-

sional; thus, linear encoding could be sufficient. To test this

idea, we trained a simple one-layer neural network to identify

one face out of 200 faces (Figure 7A2). The inputs to the network

contained 200 units whose tuning to faces was defined by either

a nonlinear distancemetric (measuring distance from one partic-

ular face to the exemplar face) or a linear axis metric (measuring

the projection of one face onto the axis). We varied the dimen-

sionality of the input stimulus space and found that a distance

metric performed better than an axis metric for lower dimension-

ality, but the two were comparably good for dimensionality

higher than six (Figure 7A3). Two further simulations demon-

strate the advantages of an axis metric. First, axes are more effi-

cient, allowing a smaller number of units to achieve similar

performance. When we performed principal component ana-

lyses on a set of units tuned to faces according to a distance

metric, we found the PCs displayed linear tuning in the space,

consistent with an axis metric (Figure 7B1 and S6B), indicating

the same number of units tuned to axes capture more variability

than units using distance. To explicitly compare the efficiency of

axis versus distance units, we performed the same analysis as in

Figure 7A, but used only ten input units (Figure 7B2) and found

that axis metrics performed better for dimensionality higher

than three (Figure 7B3).We canmake an analogy to color coding,

which can be accomplished either with a large number of cells

tuned to specific hues such as periwinkle and chartreuse or,

more efficiently, by cells encoding projection onto three axes,

R, G, and B. A second advantage of linear tuning is robustness.

In the weight matrix of the network trained in Figure 7A using

either an axis or a distance metric, the output units of the axis

model received more distributed inputs than those of the dis-

tance model (Figure 7C1). Linearly pooling inputs with similar

signal but independent noise would help improve the signal qual-
(G) For the set of 4,000 faces, including 2,000 frontal and 2,000 profile faces, we

population responses of 46 AM cells. Explained variances of all 50 feature dimen

(H) Four reconstructions of profile faces based on the predicted features are sho

(I) Decoding accuracy as a function of the number of faces (solid lines, similar to F

(either a frontal or a profile face had to be identified from a number of faces of m
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ity (Figure 7C2), leading an axis model to perform better in noisy

conditions. To test this idea, we repeated the same analyses as

in Figure 7A but added a large amount of random noise to the in-

puts (Figure 7C2, lower). We found that, for dimensionality higher

than three, axis models perform better than distance models

(Figure 7C3). Finally, an axis metric endows downstream areas

reading out the activity of AM with greater flexibility to discrimi-

nate along a variety of different dimensions. If there is a linear

relationship between facial features and responses, then one

can linearly decode the facial features (Figure 3) and use these

decoded features flexibly for any purpose, not only for face iden-

tification (e.g., by ‘‘Jennifer Aniston’’ cells in the hippocampus;

Quiroga et al., 2005) but also for other tasks such as gender

discrimination or recognition of daily changes in a familiar face

(Figure 7D). In sum, axis coding is more flexible, efficient, and

robust to noise for representation of objects in a high-dimen-

sional space compared to exemplar coding.

DISCUSSION

In this paper, we reveal the code for realistic facial identity in the

primate brain. We show that it is possible to decode any human

face using just �200 face cells from patches ML/MF and AM,

once faces are defined in the proper space (as vectors in a

‘‘shape-appearance’’ space). Furthermore, we reveal the mech-

anism underlying this remarkably efficient code for facial identity:

linear projection of incoming face vectors onto a specific axis (the

‘‘STA’’ axis). We find that in planes orthogonal to this preferred

axis, cells show completely flat tuning. Surprisingly, even cells

that had previously been thought to respond extremely sparsely

turned out to have this property; by finding the null plane for

these cells, we were able to engineer a large set of faces that

all triggered strong responses in these putative ‘‘sparse’’ cells.

This is surprising because it means there are no detectors for

identities of specific individuals in the face patch system—

even though intuitively one might expect this, especially after

observing a sparse AM cell (Movie S2). Using the axis code,

we could predict firing rates of face cells in response to arbitrary

faces close to their noise ceiling. Advantages of axis coding

include efficiency, robustness, flexibility, and ease of readout.

Our results demonstrate that at least one subdivision of IT cortex

can be explained by an explicit, simple model, and ‘‘black box’’

explanations are unnecessary.

Several previous studies have explored tuning of IT cells within

a face space framework. Our results are inconsistent with a pre-

vious study (which did not specifically target AM) claiming that

face representation in anterior IT is mediated by cells showing

V-shaped tuning around the average face in face space (Leopold

et al., 2006). Our results are consistent with a previous study that

showed ramp-like tuning of face cells inML/MF to geometric fea-

tures such as inter-eye distance in cartoon faces (Freiwald et al.,

2009). However, the current study goes far beyond this previous
trained a linear model to predict features on individual dimensions based on

sions are plotted for frontal and profile faces separately.

wn alongside the corresponding faces presented to the monkey.

igure 3B), using the model in (G), shown separately for frontal and profile faces

ixed views).
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study, by (1) recording from both AM and ML/MF, (2) testing a

large set of parameterized realistic faces rather than cartoon

faces, (3) showing that an axis model can be used to accurately

decode and encode responses to realistic faces, and (4) most

importantly, showing that in both patches, tuning in the hyper-

plane orthogonal to the preferred axis is flat. The last point is

critical: while many coding schemes are consistent with ramp-

shaped tuning (Figure S3I), a coding scheme in which tuning is

flat in the hyperplane orthogonal to the STA is what turns face

cells into linear projection machines. And this is what makes

the code for faces so efficient (essentially, a high-dimensional

analog of the familiar RGB code for colors), allowing realistic

faces to be accurately decoded with such a small number

of cells.

How are cells wired to transform an object, defined in pixel co-

ordinates, into a shape-appearance feature vector representa-

tion? It is possible to automatically extract a shape-appearance

feature vector representation of a face image using a stochastic

gradient descent algorithm (Blanz and Vetter, 1999). Most likely,

in the brain, such a representation is produced by an architec-

ture similar to a hierarchical feedforward deep-network. A vari-

ety of biologically plausible neural networks have been trained

to automatically extract key landmark positions from face im-

ages (Kumar et al., 2016). Note that the shape-free appearance

descriptor could be approximated based on intensity variations

around the landmarks (e.g., eye intensities and hair colors)—the

original image does not have to be warped in a literal sense.

Interestingly, when we analyzed the representation used by

units in the final layer of a CNN trained to recognize faces, we

found that tuning of these units was more consistent with an

axis model than an exemplar model and furthermore was

strongly appearance biased, resembling AM (Figures S7B–

S7F). The fact that the CNN developed these properties even

though it was not explicitly trained to extract appearance coor-

dinates suggests that an axis representation may arise naturally

from general constraints on efficient face recognition. Regard-

less of how the wiring is accomplished by the brain, we believe

our insight that the brain is formatting faces into a shape/

appearance feature vector representation is important in itself

(by analogy, grid and place cells have provided deep insight
Figure 7. An Axis-Metric Representation Is More Flexible, Efficient, an

(A) An axis metric can perform as well as a distance metric on an identification

sentation. (A1) For an identification task, a linear classifier is usually non-optimal fo

red dot from the black dots in the same plane, while a circular decision boundary d

the representation of these dots were high dimensional, it is much easier to sepa

defined on feature spaces of variable dimensions perform in a face identification ta

based on 200 units with tuning defined by a distance metric or an axis metric on

200 faces to be identified to define exemplars/axes of the inputs (red dot in the up

was plotted against dimensionality for both models.

(B) An axis metric is more efficient than a distance metric. Assume we have mode

distance to a fixed point. Dimension reduction on a population of such units us

quantification see Figure S6B). (B2 and B3) Same as (A2) and (A3) but using ten

metrics.

(C) Axis metrics are more distributed and more robust to noise than distance metr

an axis metric or a distance metric (white indicates large weight). Weights for the

more distributed. (C2) Distributed inputs could help average signals with independ

trained with noisy inputs (lower). (C3) Error rates of both models plotted against

(D) The linear relationship between neuronal responses and facial features ensur

See also Figure S6.
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into neural coding of an animal’s spatial environment, even

though the mechanism by which these cell types are generated

remains heavily debated).

It may seem like a stroke of luck that the axes we chose to

generate faces, namely, the 50 shape and appearance axes,

turned out to explain responses of ML/MF and AM cells in

such a simple way. However, these axes were in fact not arbi-

trary but meaningful: within the space spanned by these axes,

every point corresponds to a realistic face. This is a highly con-

straining property: in order to achieve this, most algorithms for

generating realistic faces use a similar approach, first aligning

landmarks and then performing principal components analysis

separately on landmark positions and aligned images (Beymer

and Poggio, 1996; Blanz and Vetter, 1999; Cootes et al., 2001;

Edwards et al., 1998). In contrast, applying principal compo-

nents analysis on faces directly, without landmark alignment,

produces ‘‘Eigenfaces’’ composed of blurry features that do

not look like realistic faces (Sirovich and Kirby, 1987; Turk and

Pentland, 1991). Of course, enlargement of the stimulus space

to include not only human faces but also monkey faces, and

not only neutral faces but also expressive faces, would likely

add additional axes. The shape-appearance axis framework

proposed here can be readily extended to accommodate these

extensions of face space. Furthermore, the axis representation

in AM is likely invariant not only to view but also to other acci-

dental transformations such as clutter, illumination, and partial

occlusion.

Our finding that AM cells are coding axes of shape-free

appearance representations rather than ‘‘Eigenface’’ features

(Figure 4L) is consistent with a recently proposed explanation

for the effectiveness of deep neural networks in image recogni-

tion (Lin and Tegmark, 2016): a visual image on the retina can

be considered the result of a hierarchical generative model start-

ing from a set of simple variables, e.g., shape-free appearance

features. Deep neural networks are reversing this generative

hierarchy, one step at a time, to derive these variables at the final

layers. According to this view, the reason the brain codes shape

and appearance features is that these are the key input variables

to the hierarchical generative model for producing face images

that the brain has learned to reverse.
d Robust for Face Identification

task for high-dimensional representation but not for low-dimensional repre-

r a low-dimensional space (upper); e.g., it is impossible to linearly separate the

efined by the distance to the red dot could easily perform the task. However, if

rate the dots (lower). (A2) We explored how axis and distance metrics (upper)

sk. A simple network model (lower) was trained to identify one of the 200 faces

a feature space of variable dimensionality. These units used exactly the same

per left, and red dashed line in the upper right). (A3) Error rate of identification

l neurons that are tuned in a high-dimensional feature space proportional to the

ing PCA reveals that the main PCs are almost linearly tuned in the space (for

input units. For high dimensionality, axis metrics outperformed the distance

ics. (C1) Weight matrices of networks in (B) after training using units defined by

distance metric are mostly on the diagonal, while those for the axis metric are

ent noise, resulting in high signal to noise (upper). The same network in (A2) was

dimensionality.

es diverse tasks can be performed. The gray disks indicate face space.



We think the insights gained in our study of face representation

may shed light on the general problem of object representation.

One can imagine applying these same constraints to generate an

analogous space for non-face objects and then testing whether

non-face objects are also coded by cells representing principal

components of a shape space together with a shape-invariant

object space. However, the space of non-face objects is far

less homogeneous than that of faces, so it may be difficult to

register different non-face objects to compute a set of shape

and shape-free appearance axes. Configural coding in terms

of shape fragments is a third alternative to the holistic axis and

exemplar models considered in this paper and is supported by

previous studies showing that general object coding is best

described in terms of Gaussian-like tuning for contour, surface,

and medial axis fragments in explicitly geometric dimensions

like orientation, curvature, and relative position (Brincat and

Connor, 2004; Hung et al., 2012).

Regardless of the details of how non-face objects are repre-

sented in IT, we believe the computational goal of object repre-

sentation is likely the same across all of IT including face

patches. The present study suggests that within face patches,

this goal is to set up a coordinate system tomeasure faces rather

than to explicitly identify faces, since almost every single face

cell we recorded was susceptible to face metamers. Given that

it is actually trivial to construct metamer-resistant exemplar-

tuned units froma set of axis-tuned units (e.g., by applying a soft-

max function to the output of the latter), it is surprising that we did

not find any evidence for the former in IT face patches. It seems

the brain anatomically parcellates the functions of object mea-

surement and object identification. Future work is needed to

clarify themetric coordinate system(s) used by IT tomeasure ob-

jects in general, as well as the mechanisms for explicit object

identification that occur after IT.
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EXPERIMENTAL MODEL AND SUBJECT DETAILS

Twomale rhesus macaques (Macaca mulatta) of 7-9 years old were used in this study. Both animals were pair-housed and kept on a

14 hr/10hr light/dark cycle. All procedures conformed to local and US National Institutes of Health guidelines, including the US

National Institutes of Health Guide for Care and Use of Laboratory Animals. All experiments were performed with the approval of

the Caltech Institutional Animal Care and Use Committee (IACUC). 78 anonymous participants were recruited online (Amazon

Turk, https://www.mturk.com/) for the human psychophysics experiment, which was approved by Caltech Institutional Review

Board (IRB).

METHOD DETAILS

Face Patch Localization
Two male rhesus macaques were trained to maintain fixation on a small spot for juice reward. Monkeys were scanned in a 3T TIM

(Siemens, Munich, Germany) magnet while passively viewing images on a screen. Feraheme contrast agent was injected to improve

signal/noise ratio. Face patches were determined by identifying regions responding significantly more to faces than to bodies, fruits,

gadgets, hands, and scrambled patterns, and were confirmed across multiple independent scan sessions. Additional details are

available in previous publications (Freiwald and Tsao, 2010; Ohayon and Tsao, 2012; Tsao et al., 2006).

Single-unit recording
Tungsten electrodes (18–20 Mohm at 1 kHz, FHC) were back loaded into plastic guide tubes. Guide tubes length was set to reach

approximately 3–5 mm below the dura surface. The electrode was advanced slowly with a manual advancer (Narishige Scientific

Instrument, Tokyo, Japan). Neural signals were amplified and extracellular action potentials were isolated using the box method

in an on-line spike sorting system (Plexon, Dallas, TX, USA). Spikes were sampled at 40 kHz. All spike data were re-sorted with offline

spike sorting clustering algorithms (Plexon). Only well-isolated units were considered for further analysis.

Behavioral Task and Visual Stimuli
Monkeys were head fixed and passively viewed the screen in a dark room. Stimuli were presented on a CRT monitor (DELL P1130).

The intensity of the screen was measured using a colorimeter (PR650, Photo Research) and linearized for visual stimulation. Screen

size covered 27.7*36.9 visual degrees and stimulus size spanned 5.7 degrees. The fixation spot size was 0.2 degrees in diameter and

the fixation window was a square with the diameter of 2.5 degrees. Images were presented in random order using custom software.
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Eye position was monitored using an infrared eye tracking system (ISCAN). Juice reward was delivered every 2–4 s if fixation was

properly maintained.

For visual stimulation, all imageswere presented for 150ms interleaved by 150ms of a gray screen. Each imagewas presented 3–5

times to obtain reliable firing rate statistics. In this study, four different stimulus sets were used:

a) A set of 16 real face images, and 80 images of objects from nonface categories (fruits, bodies, gadgets, hands, and scrambled

images) (Freiwald and Tsao, 2010; Ohayon and Tsao, 2012; Tsao et al., 2006) (Figure S1).

b) A set of 2000 images of parameterized frontal face stimuli, generated using the active appearance model (Cootes et al., 2001;

Edwards et al., 1998) (Figures 1, 2, 3, 4, and S2A).

c) A set of 2000 images of parameterized profile face stimuli (Figures 6 and S2E).

d) A set of 144 images of parameterized frontal face stimuli, generated online using responses of the recorded neuron (Figure 5).
Generation of parameterized face stimuli
Weused real face images from an online face database, FEI face database (http://fei.edu.br/�cet/facedatabase.html). This database

contains images from 200 individuals with 11 different head orientations (from left full profile to right full profile). Generation of param-

eterized face stimuli followed the procedure of previous papers on active appearance modeling (Cootes et al., 2001; Edwards et al.,

1998): First, a set of 58 landmarks were labeled on each of the frontal face images (Figure 1A). The positions of landmarks were

normalized for mean and variance for each of the 200 faces, and an average shape template was calculated. Then each face was

smoothly warped so that the landmarks matched this shape template, using a technique based on spline interpolation (Bookstein,

1989). This warped image was then normalized for mean and variance and reshaped to a 1-d vector. Principal component analysis

was carried out on positions of landmarks and shape-free intensity independently. The first 25 PCs of landmark positions (‘‘shape’’

dimensions, both x and y coordinates from all landmarks were concatenated into a 116-d vector) and 25 PCs of shape-free intensity

(‘‘shape-free appearance’’ dimension, intensities of all pixels of the warped images were concatenated into a 17304-d vector) were

used to construct a parameterized face space. The distribution of feature values for each PC dimension followed a Gaussian distri-

bution with variance proportional to that of the 200 faces from the database. Then 2000 images were randomly drawn from this space

(and constructed from the 50-d feature vector by inverting the process above). Pairwise correlations between the 2000-long vectors

for each dimension were further removed by orthogonalization. The feature values were scaled by two scaling factors (constant

across all images), one for appearance features and one for shape features, such that the total variances of shape features and

appearance features (sum of variances cross dimensions) were both equal to 0.5, i.e.,

X25
i = 1

X2000

j = 1

�
f ji � fi

�2

2000
= 0:5;
where f j is the value of shape/appearance feature dimension i in fa
i ce j, and fi is the mean value of shape/appearance feature dimen-

sion i across all 2000 faces.

For profile stimuli, we repeated the same procedure using images of the same identities from other views, taken from the same

database (Figure S2E). To register frontal coordinates with profile coordinates, we projected the 200 frontal faces and 200 profile

faces to the 50-d frontal face space and profile face space respectively. The correspondence between frontal coordinates and profile

coordinates was identified using linear regression for shape dimensions and appearance dimensions independently; the resulting

linear transformation was applied to the profile coordinates, to produce new profile coordinates registered to the frontal coordinates.

In detail, we use f ji and pj
i to denote the frontal and profile coordinates on the ith feature dimension of the jth identity (note, the pj

i are

coordinates in the original, unregistered profile face space). For each profile dimension iwe carried out the following linear regression:0
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CCA are the error terms. The procedure was carried out for all 50 shape and

appearance features independently. In this way, for each face in the frontal face space, we could compute optimal coordinates in the

unregistered profile face space of the profile face of the same individual. Then, to obtain coordinates of this same profile face in the

registered profile face space, we simply used the frontal coordinates to denote it. For example, the profile face with coordinates

(1 0 0 . 0) in the registered profile face space would be the face with coordinates
�
b11 b12 ,,, b1n

�
+
�
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�
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the unregistered profile face space. We repeated the same procedure for images in other views, generating 9 views altogether for

each identity (Figure S2F; only full left profiles were used for Figure 6, while all views were used for Figure S7).

Human psychophysics
To quantify subjective similarity between the reconstructed faces and the actual faces, responses from 78 human participants were

collected from Amazon’sMechanical Turk (https://www.mturk.com/). All participants signed an electronic consent form at the begin-

ning of the experiment. In each trial, two faces were randomly drawn from the stimulus set, and one of themwas reconstructed based

on the population responses of all face cells. The face corresponding to the reconstruction was considered as the target and the other

one was considered as the distractor. The participant had to report which of the two faces was more similar to the reconstruction.

This design is comparable to the case of two faces in the ‘‘objective’’ quantification of decoding accuracy (Figure 3B, see below). The

average accuracy of human subjects was 88.3%, significantly above chance (p = 6*10�62, one-sample t test). We were also inter-

ested in human decoding accuracy under more difficult conditions, specifically the case of 40 faces. It is impractical to present

40 faces to the human subject at the same time, so we designed a new experiment to mimic the case of 40 faces. In this experiment,

we selected the ‘‘distractor’’ face in the following way: 39 faces different from the ‘‘target’’ face were randomly drawn from the stim-

ulus set, and the onewith the smallest face-space distance to the reconstructed facewas chosen as the distractor. This task is similar

to the ‘‘objective’’ quantification of decoding accuracy using 40 faces (Figure 3B), in the sense that the comparison of similarity per-

formed by the human subject is the same critical comparison performed by the algorithm determining the ‘‘objective’’ (distance-

based) decoding accuracy: if the actual face is considered to be more similar to the reconstructed face than the face that is the

most similar one to the reconstructed face out of the 39 faces, it should be considered the one out of 40 faces most similar to the

reconstruction. We found that in this muchmore difficult face identity matching task, human performance remained significantly bet-

ter than chance (average = 69.6%, p = 6*10�24, one-sample t test). Similar to a previous report (Cowen et al., 2014), the subjective

(human-based) decoding accuracy was lower than the objective (distance-based) decoding accuracy, likely due to noise in the de-

cision making process of human participants.

QUANTIFICATION AND STATISTICAL ANALYSIS

Face selectivity index
To quantify the face selectivity of individual cells, we defined a face-selectivity index as

FSI=
ðmean responseface �mean responsenonface objectsÞ
ðmean responseface +mean responsenonface objectsÞ : (1)
The number of spikes in a time window of 50-300 ms after stimulu
s onset was counted for each stimulus. Units with high face selec-

tivity (FSI > 0.33) were selected for further recordings.

Spike triggered average analysis
The number of spikes in a time window of 50-300 ms after stimulus onset was counted for each stimulus. To estimate the spike-trig-

gered average (STA), the 50-d stimulus vector was multiplied by the spike number and averaged across the stimuli presented:

bA =

XN
n= 1

s!ðnÞ, fðnÞ

XN
n= 1

fðnÞ
(2)
where fðnÞ is the spiking response to the nth stimulus, and s!ðnÞ
 is the vector representing the nth stimulus.

To estimate neuronal preference for shape or appearance features, we first computed the vector length for the shape dimensions

of the STA (suppose bA = ðA1; /; A50 Þ, shape STA vector length = jðA1; /; A25 Þ j and appearance STA vector length =

jðA26; /; A50 Þ j , using Euclidean distance). The shape preference index was defined as:

SP=
S� A

S+A
(3)
where S and A are vector lengths for shape and appearance STA
s.

To test the reliability of our analysis, we randomly split the 2000 images into two halves, and computed shape preference index for

each half. We found shape preference indices were highly correlated in independent datasets (correlation = 0.89 ± 0.07,

n = 205 cells).
Cell 169, 1013–1028.e1–e6, June 1, 2017 e3

https://www.mturk.com/


Statistical significance of tuning along a single axis in the face space
To quantify the significance of the tuning along an axis, we first shifted spike trains by a random amount of time and then computed

tuning along the axis in the following way (see also Figures 1J and 1K): we first rescaled the axis so that [-1 1] contains 98%of all 2000

projections, then grouped the features between [-1 1] into 16 equidistant bins and computed the average response for each bin; s.d.

of 16 average responses was used to quantify the strength of tuning (i.e., how inhomogeneous the response is). The same procedure

of random shifting was repeated 1000 times. The tuning was considered significant if the strength of tuning was higher than 990

random shifts (p < 0.01).

Decoding analysis
Population responses from neurons in AM or ML/MF to 2000 facial images generated by the active appearance model were used to

decode 50-d features. Leave-1-out cross validation was employed:

Population responses to 1999 images were used to predict feature values by linear regression,

fij = c0
j +

XN
n= 1

cn
j ,r

n
i (4)
where fij is the feature value of the i
th image on the jth dimension, rn
i is the response of the n

th neuron to ith image, c0j .cNj are the regres-

sion coefficients. This linear model was then tested on the remaining image.

Fitting quality of the model was determined by the percentage of variance in data explained by the model ðR2Þ:

R2 = 1�

X
i

ðyi � fiÞ2
X
i

ðyi � yÞ2 (5)
where yi is the observed data, fi is the model fit, y is the mean of
 the observed data.

To quantify the overall decoding accuracy of the model, we randomly selected a number of faces from the stimulus set of 2000

faces and compared their actual 50-d feature vectors to the reconstructed feature vector of one face in the set using Euclidean dis-

tance. If the actual face with the smallest distance is the face corresponding to the reconstruction, the decoding is considered cor-

rect. We repeated the procedure 1000 times to estimate the accuracy.

Linear regression was used for decoding most of the time. Two additional methods were considered: Nearest neighbor finds the

stimulus in the 1999 training set that has the closest distance to the test stimulus in the space of neuronal responses (in this space,

each dimension represents the response of one neuron); Nearest K-neighbor finds K-stimuli of the 1999 training set that are closest to

the test stimulus, and computes the average of the K-stimuli as the prediction.

To test the reliability of decoding performance, a bootstrap procedure was employed (Jiang et al., 2008): a bootstrap sample of

2000 images was randomly drawn with replacement from the original stimulus set. We then applied a cross-validation procedure

on this bootstrap sample. That is, to predict features of one image, we left out all the replications of this image in the bootstrap sample

and usedwhat remained to train the linear model for prediction. Decoding accuracywas then estimated for each bootstrap. Standard

deviations and confidence intervals of decoding accuracy were then computed from 1000 iterations of bootstrapping.

To compare decoding accuracy between neuronal populations, the same number of neurons (n = 99) were randomly drawn with

replacement fromboth populations. Decoding accuracywas estimated for each random sampling. The p value of null hypothesis was

determined by comparing decoding accuracies from 1000 iterations of such random sampling.

Computation of neuronal tuning along axis orthogonal to STA
For each neuron tested with 2000 parameterized facial images, the STA was first computed. Since there were many axes orthogonal

to STA, we cannot sample all of them. Thus we wanted to measure tuning along long axes, i.e., the axes that account for largest vari-

ability of the images’ coordinates in the 50-d space, so that tuning could be most reliably fitted. Two different approaches were em-

ployed. 1) We randomly selected 2000 axes, and orthogonalized them to the STA. We then sorted the orthogonal axes according to

the variability of images explained, and the top 300 axes were chosen. Average tuning along 300 axes was computed. 2) We first

orthogonalized 2000 faces to STA, and then used PCA to extract the axis accounting for the largest variability of 2000 orthogonalized

faces. Tuning along this ‘‘longest axis’’ was computed. After tuning of each neuron was computed, we fitted a Gaussian function

ða$e�ðx2=s2Þ + cÞ to each tuning curve, and used the ratio of the fit at the surround (x = 0.67) and the center(x = 0) to quantify nonlinearity

of tuning.

Two control models were generated to comparewith AMneurons. 1) Exemplar model: for each unit, we first selected one of the 200

real faces projected onto 50-d face space as an ‘‘exemplar’’ face, and the response of this unit to any face was set to be a decreasing

linear function of the distance between this face and the exemplar in 50-d face space. Therefore a face closer to the exemplar will

evoke larger response. Alternatively we randomly chose extreme faces with vector lengths of 2 (larger than any of the real faces) as

‘‘exemplars,’’ to account for the possibility that units seeming to use an axis codemight actually be using extreme exemplars. 2) Max-

pooling model: for each unit, we first generated 81 transforms of one identity (9 views*9 positions, Figure S2F) in the face space. Then
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we defined the similarity between any facial image and one of the transforms using a decreasing linear function of the mean absolute

difference in pixel intensities between two images, so that a smaller intensity difference would result in higher similarity. The response

of the unit to any face was set to the maximum of its similarity to all 81 transforms.

Tomake a fair comparison between AMneurons and the control model units, wematched themodel units to the actual AMneurons

in both sparseness and noise. Sparseness of neuronal responses was computed in the following way:

Sparseness=

�XN

i =1
Ri=N

�2

�XN

i = 1
R2

i

�
N
� (6)
where N = 2000, and R is the response to ith image. Lower value
i s indicate sparser responses.

It was important tomatch sparseness ofmodel units to the real units, because sparseness canmake a nonlinearity appear stronger

(e.g., see the green dots in Figure 4F: sparser cells show more nonlinear, bell-shaped tuning). It was furthermore important to match

noise of model units to real units, because noise could change the sparseness (e.g., a constant distribution is the least sparse dis-

tribution, while adding noise to it will increase the sparseness), which would in turn affect the apparent nonlinearity of tuning. Thus we

added two further components to the modeled response, a threshold and Gaussian noise, and controlled these two parameters so

that both sparseness and noise for each simulated unit was matched to one of the AM neurons. Noise for neurons was estimated

using bootstrapping; for each neuron, bootstrap samples were created for each image: responses to different repetitions of one im-

age were randomly drawn with replacement, and the average response was computed for each sample. The s.d. of the average re-

sponses was determined for each image and averaged across 2000 images to yield the noise for each neuron. We divided this noise

by the s.d. of the average responses to the 2000 images (i.e., the signal) to generate a scale-free definition of noise. For the model

units, we added random noise to the responses of each unit; we then computed the s.d. of these responses for a single image, aver-

aged across all images, and divided noise by the s.d. of the responses to 2000 images to obtain the overall noise estimate, just as we

did for the real neurons.

Model fitting
To quantify which model better predicts neuronal responses, we repeated a small subset of 100 stimuli 10 timesmore frequently that

the rest of the 1900 stimuli. We used the 1900 stimuli as the training set to fit one of the following twomodels, and used the 100 stimuli

to validate the model.

Both models started from 50-d representation of faces. Model 1 (axis model) assumed the 50-d features are first combined linearly

and then passed through a third order polynomial. All coefficients of linear fitting and the polynomials were considered parameters

and adjusted by gradient descent to minimize the error of fit. Model 2 (exemplar model) assumed the Euclidean distance between the

50-d features and an ‘‘exemplar’’ face is computed and then passed through a third order polynomial. The 50-d features of the exem-

plar face and coefficients of the polynomial were considered as parameters in this case. We restricted the vector length of the exem-

plar face to be smaller than 2 to avoid very extreme exemplar faces. Faces with vector length of 2 already look quite extreme

(Figure S2D), and the projections of the 200 real faces from the database all had vector length < 2 (Figure S2C2), so the restriction

is reasonable. The percentage variance of responses to 100 faces explained by each model was used to quantify the quality of fit.

Neural network modeling
1-layer neural networks were trained to identify faces: inputs were simulated responses of different models to one of 200 faces, and

the outputs were 200 units representing 200 identities. Distance metric units used the Euclidean distance between one face and the

exemplar face as inputs, while axis metric units used the projection onto the axis containing the exemplar face as inputs. The dimen-

sionality of the feature space, where distance and projection were computed, was systematically varied: we sorted the 50 dimensions

according to variance, and used the top n dimensions as the axes of the n- dimensional feature space. For each image, activations of

the input units were normalized to 0 mean and unit variance to facilitate training. Gradient descent was used to minimize a softmax

loss function, and we updated parameters until the network converged.

Two levels of noise were added to the inputs. Low noise level (Figures 7A and 7B): random Gaussian noise with s.d. = 0.6*s.d. of

inputs; high noise level (Figure 7C): randomGaussian noise with s.d. = 2.4*s.d. of inputs. Noise was linearly added to the inputs of the

network. Nine trials of noise implementation were used to train the network and one other trial was used to test the performance of the

trained model.

Convolutional neural network modeling
We implemented a convolutional neural network using an online package (MatConvNet, http://www.vlfeat.org/matconvnet). The

input images had size of 100*100, containing faces of 500 individuals at 9 views and 9 positions (Figure S2F). The first two hidden

layerswere convolutional layers, which included both linear convolution andmax pooling. The same linear convolutionwas replicated

across the whole image. The size of linear convolution for both layers was 15*15 and the size of max pooling was 4*4. The convolu-

tional layers were followed by two fully connected layers with rectified linear units in between. The number of features after each layer

was: 20, 50, 200 and 500. The output identity of the networkwas the unit in the final layer withmaximum value. A softmax loss function
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was added to the final layer for training. The network was trained to output the correct identity irrespective of view and position. After

training, the network reached nearly perfect performance, with validation error < 1%. The 2000 parameterized facial images were

then loaded to the network to investigate the representation of face space in the final layer of the network (before softmax loss

function).

Online generation of facial images based on the responses of face cells
After recording a face cell’s responses to the 2000 parameterized frontal faces, STA stimuli were computed. We then determined the

principal orthogonal axis in the following way: 25-d appearance features of 2000 faces were orthogonalized to the STA to produce

2000 STA-orthogonal feature vectors, and PCA was performed to extract the axis accounting for the largest variability among the

2000 STA-orthogonal feature vectors. 12 feature values were evenly sampled from both the STA axis and the principal orthogonal

axis, extending from �1.2 to 1.2 (here, 1 = the average norm of 2000 faces), and 12*12 images were generated according to each

pair of feature values. For Figure 5C, we repeated the above procedure for the second principal orthogonal axis.

DATA AND SOFTWARE AVAILABILITY

All data are available upon request to the Lead Contact.
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Supplemental Figures

Figure S1. Localization of Face Patches, Related to Figure 1

(A) Sagittal slices showing location of fMRI-identified face patches in one monkey targeted for recording; dark black line indicates electrode.

(B) Neuronal responses (baseline-subtracted, averaged from 50 to 300 ms) to images of different categories recorded from the middle face patches (ML/MF, left)

and the anterior face patch AM (right).

(C) Distribution of face selectivity index (FSI) across all visually responsive neurons. Dotted lines indicate jFSIj = 0.33.



Figure S2. Feature Dimensions of Parameterized Face Stimuli, Related to Figure 1

(A) Frontal faces corresponding to the first 3 PCs for shape (top) and first 3 PCs for shape-free appearance (bottom).

(B) Original faces from the database are shown alongside reconstructions based on their feature values in the 50-d space.

(C) (C1) Gray lines show distribution of feature values of 200 real faces along 50 dimensions, normalized to zero mean and unit variance. Black line shows

prediction by standard Gaussian distribution. (C2) Sorted vector lengths of 200 real faces in 50-d feature space. (C3) Sorted vector lengths of 2000 parameterized

faces in 50-d feature space.

(D) Example parameterized faces with twice the vector length of the average of actual faces.

(E) The same as (A), but for profile faces.

(F) Parameterized facial images of the same identity at 9 different views.

(G) The first 9 Eigenface feature dimensions. The intensity was normalized so that 0 was mapped to middle gray, and maximum absolute value was mapped to

black or white.



Figure S3. Tuning along Single Axis Orthogonal to STA Is Flatter for AM Neurons Than Control Models Using Exemplars or Max Pooling,

Related to Figure 4

(A) Tuning of 99 AM cells along the single axis orthogonal to STA in 25-d appearance feature space that accounts for the most variability. Red dot and error bar

represent mean and s.d.

(B) Same as (A), but for models using distance to an exemplar face to compute responses (c.f. Figure 4B). Sparseness and noise levels are matched to AM cells.

(C) Same as (B), but using extreme faces as exemplars of each cell (vector length = twice the average of real faces).

(D) Same as (B), but using max pooling model in Figure 4B.

(E), The strength of nonlinearity, quantified by the ratio between surround and center of the Gaussian fit (c.f. Figure 4F), is plotted against sparseness for AM

and 3 models. Boxes and error bars represent mean and s.e. for three sparseness levels.

(F) Same as (E), but for the absolute difference between the ratio and 1.

(G and H) Same as (E) and (F), but for all 300 random axes used in Figure 4A.

(I) Ramp-shaped tuning along STA axis does not imply flat tuning along orthogonal axes. (I1) The axis model shows ramp-shaped tuning along STA axis and flat

tuning along orthogonal axes. (I2) Different examples with ramp-shaped tuning along STA axis (Face axis 1). Only the leftmost example shows flat tuning along the

orthogonal axis (Face axis 2).



(legend on next page)



Figure S4. Additional Analyses of Tuning along Axes Orthogonal to STA, Related to Figure 4

(A–H) The actual face space spanned by AM cells constitutes a subspace of the 50-d feature space. One concern is that the flat tuning we observed in the

orthogonal plane is due to contribution from dimensions which do not modulate any cells in the population. To address this, the actual face space encoded by AM

cells was constructed by performing principal component analysis on axes defined by the STAs of appearance-preferring AM neurons. This figure shows that

tuning along axes orthogonal to STA is flatter for AM neurons than control models within this actual face space encoded by AM cells. (A) To estimate the actual

space encoded by AM neurons, we first computed the STA for each neuron, normalized it to norm of 1. To avoid a non-zero mean, we pooled both STAs and their

opposite (–STA), then performed principal component analysis on STAs (and –STAs) of all the appearance-biased AM neurons. (B) Principal components (PCs)

were used to define the axes of the new space. (C) The eigenvalue of each PC was used to define a scaling factor of that axis: Larger eigenvalues correspond to

longer axes. The gray area indicates 99% confidence interval computed by randomly shuffling the 2000 stimuli. The STA of the randomly shuffled response was

rescaled using the norm of the actual STA. The first 47 PCs are significant. For another way of estimating dimensionality of face space using an identification task,

see Figure S6A. (D–G) same as Figures 4A, 4B, and 4F, but using distance and orthogonality estimated by the metrics of the new space. (H) The absolute dif-

ference between 1 and the ratio in (G) was plotted against sparseness for all three populations.

(I–L) Another concern is that exemplar cells may use a distance function weighing some dimension more strongly than other dimensions, resulting in non-circular

contour lines. Such cellswould display flatter tuning along somedimensions thanothers.Weexplore this possibility by varying the aspect-ratio betweenweights of

distance along the STA axis and orthogonal axes. (I–K) Tuning along axes orthogonal to STA for three aspect-ratios, same convention as Figure 4B. (L) Nonlinearity

of tuning along orthogonal dimensions for three sparseness levels, as quantified in Figure 4F, were plotted for exemplar cells using distancemetrics with different

aspect-ratios and AM. Tuning of AM cells are flatter than exemplar cells with aspect ratio as high as eight (p < 0.01, Student’s t test).

(M and N) Tuning along axes orthogonal to the STA is flatter for ML/MF neurons than the exemplar model in the space of shape features. (M) same as Figure 4A,

but for tuning of 106 ML/MF cells along axes orthogonal to STA in 25-d space of shape features. (N) same as Figure 4F, but for ML/MF cells.



Figure S5. Adaptation Plays Little Role in Shaping Responses of AM Cells, Related to Figure 4

(A) Tuning functions along the STA dimension for an example cell in AM are shown under three adaptation conditions: all trials (blue); trials preceded by a stimulus

far from the average face along the STA dimension (33% largest distances, green); trials preceded by a stimulus close to the average face along STA dimension

(33% smallest distances, red). The ratio of average distance between the far and near groups was 7.06 on average, thus the two groups represent clearly different

adaptation conditions.

(B) The average tuning function along the STA dimension for 47 AM cells for the three conditions are shown. The response of each cell was normalized to have an

average of 1. Error bars represent s.e. Note that we have 47 AM cells in this case, rather than 99 cells, because for 52 cells the presented stimuli included not only

frontal faces (e.g., profile faces), making it difficult to collect enough consecutive trials of frontal faces for this analysis.

(C) Average response to near stimuli (33% smallest distances) was not affected by the distance of the preceding stimulus to the average face (near or far).

(D) Similar to (C) but only considering trials preceded by two consecutive near or far stimuli, which should result in stronger adaptation effect, if there is any.

(E-H) Similar to (A-D) but for tuning along axes orthogonal to the STA. Note that distance to the average face was computed along orthogonal axes (c.f. Figure 4A).

Error bars represent s.d. There is no significant difference between the two groups in C,D,G and H (p > 0.05, paired t test).



Figure S6. Additional Analyses of Neuronal Dimensionality and Linear Encoding, Related to Figure 7
(A) To determine the number of dimensions spanned by STAs of AM cells that are useful for performing a face identification task, we first constructed simulated

units using the axis model: each unit corresponds to an axis defined by the STA of one AM neuron; sparseness and noise level was set tomatch that neuron (same

as Figure 4B). Note that use of simulated units was important to remove any nonlinearities that might boost task performance independent of the number of linear

dimensions spanned by the STAs of the AM cells. Principal component analysis was performed on population responses of 99 simulated cells to 2000 faces. The

first n PCswith highest explained variability were used to train an SVMmodel to identify one face from a total of 200 faces. The SVMmodel was trained and tested

on simulated population responses with noise. Error rate was plotted against number of PCs used. Gray area indicates 99% confidence interval of classification

error using 23 PCs (number of dimensions with minimal error) by 1000 iterations of bootstrapping. Error first decays with increasing number of PCs, remaining

significant for 17 PCs, suggesting the significant dimensionality of simulated ‘‘axis’’ units’ responses is no less than 18.

(B) A population of 2000 simulated neurons was constructed using a distance metric in 50-d face space (c.f. Figure 7B1). PCA was performed on the population

responses to 2000 faces. Response of the units and PCs were fitted by linear combination of 50-d features and the explained variance was used to quantify

linearity of the representation on the space. Unlike the distance units, the first 40 PCs were very well fit by linear combinations of features; in other words, the PCs

correspond to axis units. (B1) Explained variances for the first 100 (out of 2000) units and first 100 PCs are shown. (B2) 100 highest explained variances for units

and PCs. None of the 2000 units could be as well fit by a linear model as the top PCs.



Figure S7. Convolutional Neural Net Trained for View-Invariant Identification Supports Axis Coding, Related to Figure 4

(A) Architecture of convolutional neural network. Two convolution/max pooling layers are followed by two fully connected layers. Inputs were images of 500

identities, each at 9 views and 9 positions. The output compares the features of the 500 units in the final layer and determines the identity in the image.

(B) After training, 2,000 parameterized facial images were loaded to the network, and the STA for each unit was computed. The distribution of feature preference

indices for the final layer are shown alongside the distribution for AM and ML/MF.

(C) Same as Figure 4A, but for the final layer of the convolutional neural network. Sparseness and noise were matched to AM neurons.

(D) The strength of nonlinearity, quantified by the ratio between surround and center of the Gaussian fit (c.f. Figure 4F), is plotted against sparseness for the final

layer of the neural network and two other models (same as Figure 4). Box and error bar represent mean and s.e. for three sparseness levels.

(E) Same as (D) but for the absolute difference between the ratio and 1.

(F) Responses of units in the final layer were fitted either by an ‘‘axis’’ model or an ‘‘exemplar’’ model (Figure 4G). Percentage explained variance by each model

are plotted against each other. The axis model explained a high percentage of variance of unit responses (mean = 80.0%), significantly higher than the exemplar

model (mean = 67.5%, p < 0.001, Student’s t test). This is surprising since we did not give any information to the network about face space axes; one might have

expected each output unit to show spherical tuning around each of the 500 target faces, given that the job of each output unit was to identify one of the 500

target faces.


	The Code for Facial Identity in the Primate Brain
	Introduction
	Results
	Recording Procedure and Stimulus Generation
	Face Patches ML/MF and AM Carry Complementary Information about Facial Features
	Decoding Facial Features Using Linear Regression
	Shape of Tuning along Axes Orthogonal to the STA
	The Axis Coding Model Is Tolerant to View Changes
	Computational Advantages of an Axis Metric over a Distance Metric

	Discussion
	Supplemental Information
	Author Contributions
	Acknowledgments
	References
	STAR★Methods
	Key Resources Table
	Contact for Reagent and Resource Sharing
	Experimental Model and Subject Details
	Method Details
	Face Patch Localization
	Single-unit recording
	Behavioral Task and Visual Stimuli
	Generation of parameterized face stimuli
	Human psychophysics

	Quantification and Statistical Analysis
	Face selectivity index
	Spike triggered average analysis
	Statistical significance of tuning along a single axis in the face space
	Decoding analysis
	Computation of neuronal tuning along axis orthogonal to STA
	Model fitting
	Neural network modeling
	Convolutional neural network modeling
	Online generation of facial images based on the responses of face cells

	Data and Software Availability



